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Qualitative Evaluation

Quantitative Evaluation

What can we learn from these measures?

Measuring the distance between two 
distributions is challenging

Triangle-Rank Measures of Sample Distance

Kernel-Based Measures of Sample Distance

The cows are grazing in a field.
The cows are grazing in a field.
The cows are grazing in a field.
The cows are grazing in a field.
…

Animals grazing on grass in an enclosed area.
Several cows grazing in a field with trees in the background.
Cows grazing in a large green pasture in a distant scene.
A grassy field overlooking cows in a pasture.
…
Cows grazing in a pasture ringed with trees.
Polaroid-looking photograph of cows in a green pasture.
A herd of animals grazing on a lush green field.
The cows are grazing in a field.

Candidate Set 1
METEOR (↑): 1.0

TRM-METEOR (↓): 0.574

METEOR (↑): 0.393
TRM-METEOR (↓): 0.069
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Candidate Set 2

MSCOCO Image 134074

Temperature & Sampling Methods Matter

Models Perform Differently at Different Temperatures

Plots showing the log p-values (sensitivity) when distinguishing between correct/incorrect distri-
butions for the existing and proposed metrics as we increase the number of sampled candidate 
descriptions from the models. TRM-METEOR achieves a 162% increase in sensitivity over 
METEOR, while TRM-CIDEr represents a 49.3% increase over CIDEr-D for O2NA evaluated on the 
MSR-VTT dataset.

A woman sitting in a
kitchen next to a man (x2)

A woman sits in the
kitchen next to a man (x2)

Man and woman in a kitchen 
looking in the same direction

A person sits at a table and
another person stands in the kitchen

A woman is sitting at a table
wearing a robe while a man
is cooking

A woman in a red flowered shawl 
sits at a table  while a man wearing jeans 

in the kitchen is looking at her

A woman in a red robe is 
sitting at a dining table

Ground Truth ReferencesIdeal Model SamplesSOTA Model Samples 

Samples from the two models above achieve similar BLEU scores, but one model matches 
the dispersion of the ground truths, while one model clusters their results around a “central” 
caption. Can we detect and measure the divergence at the sample level?

While existing metrics are poweful for determining the pairwise semantic distance between 
two utterances, they cannot measure the distance between distributions. How then, can we 
leverage already strong pairwise tools in a multi-candidate/multi-reference scenario?

Triangle Rank Metrics (TRMs): For samples from different distributions (left), in-distribution edges 

will often be short, but for identical distributions (right), edge rank-distributions will be uniform.

MMD

Frechet

We can also use text embedding methods to embed the captions in a continuous space, we 
can then leverage existing approaches for kernel-based distribution comparison in the con-
tinuous vector space such as Frechet distance, or MMD.


