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Introduction

Code-switching
• The alternation of multiple languages in an utterance (Poplack, 1978)

• Matrix language is the dominant language in the code-switch, embedded language is the minor language (Myers-
Scotton, 1993)

• A common phenomenon arising in multilingual communities

• Prevalent in online discourse, especially under the informal context of social media

• Effective translation systems to handle such domain is of growing importance

Current state-of-the-art
• Neural machine translation systems trained with parallel text typically struggle with code switching

• Massive multilingual models have been developed in the last few years

• Most recently large language models (LLMs) shows promise for translation and handling code-switching

• Various works on evaluating LLMs for monolingual translation, however not much analysis has been carried out for the 
code-switch setting
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Aims and outcomes of study

• Thorough evaluation of the translation ability of state-of-the-art LLMs for code-switched text 

• Six LLMs across seven datasets, including non-English-centric ones, for a comprehensive overview of 
their capabilities

• Baselines of supervised NMT models and commercial engines

• GPT-4 exhibited superior performance across both high and low-resource language pairs, while other 
models showed varying ability depending on the translation direction

• Google and DeepL Translate performed well on select datasets, particularly when code-switching was 
minimal

• GPT-3.5’s performance closely followed GPT-4 in high-resource languages but was surpassed by 
supervised MT engines for low resource language pairs

• In further experiments GPT-4 displayed robustness in handling heavier code-switching text and variations in POS 
distribution of codeswitching elements

• Demonstrated ways to enhance code-switching translation ability through prompt engineering

• Introduced a clustering-max switching (CMS) selection strategy to select relevant examples for in-context 
learning

• Pivot translation to English and the matrix language improves final translation
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Large Language Models

• A class of decoder architectures that learn to autoregressively generate the next token (commonly a subword) given 
previous tokens, following a so-called language modelling objective

• Characterized by large parameters sizes

• Models under consideration:

• GPT-4

• GPT-3.5

• Bard

• LlaMA-2 70B

• Falcon 40B

• Phoenix 7B

• Only evaluate the biggest available version that is instruction tuned at time of writing 

• Baselines (supervised models)

• Commercial engines: Google Translate, DeepL translate

• Massive multilingual models: NLLB 54B, NLLB-distilled 1.3B
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Data

Real data
1. Hindi-English (HI-EN) to English (EN) from the LinCE code-switching benchmark (Aguilar et al., 2020) – 892 lines

2. Spanish-English (SP-EN) to English (EN) from the Bangor Miami speech dataset (Deuchar et al., 2014) – 3204 lines

3. Indonesian-English (ID-EN) to Indonesian (ID) derived from Twitter/X posts (Barik et al., 2019) – 815 lines

Synthetic data (1012 lines each)
1. English-Chinese (EN-ZH) to Chinese (ZH) 

2. German-Turkish (DE-TR) to English (EN) 

3. French-Italian (FR-IT) to Japanese (JA) 

4. Tamil-English (TA-EN) to Czech (CS)
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Synthetic data creation

Synthetic data creation
• Derived from Flores-200 devtest split (NLLB-Team et al., 2022)

• Generate valid code-switching text from parallel data in two specified 
languages

• Extended the GCM toolkit (Rizvi et al., 2021) 

1. Replacing the Fast Align tool (Dyer et al., 2013) with GIZA++ (Och and 
Ney, 2003) and custom bilingual dictionaries during the word 
alignment phase to improve overall alignment. 

2. Expanding the analysis phase to include Named Entity Recognition 
(NER) and part-of-speech (POS) tagging for source sentences.

3. Adding new word substitution rules to the synthesis phase to take 
into consideration Named Entities and lexical properties based on 
POS from the previous step.

• Different versions of the following datasets

• V1: standard used for benchmarking

• V2: different POS blend

• V3: heavier code-switching

Tools and synthetic data are available:

https://github.com/muhdhuz/CodeSwitch_Text_Generator
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Overall benchmarking
• Significant performance variation among LLMs tested

• GPT-4 clearly outperforms the others, followed by GPT-3.5

• Data blend important, some models could not handle certain 
directions (e.g. Falcon with ID and TA) or outperform due to 
better/higher quality data in specific languages (Phoenix with 
ZH)

• Most LLMs struggled with the low resource language pair TA-
EN→CS

• Google T competitive against GPT-4 for certain language pairs

• NLLB-54B showed comparable capabilities against GPT-4 for 
the low-resource TA-EN→CS direction.

• In general GPT-4 and to a lesser degree GPT-3.5  are 
comparable or better than baselines, especially for high-
resource language pairs. Other LLMs are highly language 
dependent.



8

Code-switching composition

• Investigated impact of the composition of code-switching entities within an 
utterance by comparing results across variants of the synthetic datasets together 
with monolingual translation baselines on GPT-4 and Google Translate

Increasing degree of code-switching 

Both GPT-4 and Google Translate display a similar deterioration in performance as 
code-switching increases from the monolingual baseline to V3, although the effect is 
much more extreme for Google Translate.

POS distribution of code-switching elements 

Comparing V1 and V2 shows no significant impact of the POS distribution on 
translation performance across all three directions, confirmed by qualitative 
evaluation.

Maintaining translation ability regardless of the actual distribution of language 
mixing is highly indicative of inherent cross-lingual ability
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CMS method for choosing in-context examples

In-context learning
• Providing LLM with examples of task at hand improves 

performance over zero-shot prompting 

• Evaluated various selection strategies for choosing examples

• Task-related (same task, different languages) – TRZJ, TRFI

• In-domain examples (same task, same languages)

• Random (RC)

• Monolingual random (RCD)

• Clustering-Max switching (CMS)

• Method introduced to select diverse and exemplary 
samples 

1. Extract embeddings of source sentences with RoBERTa

2. Cluster embeddings with Affinity Propagation algorithm

3. Choose samples with highest switch points from each 
cluster 
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Pivot translation

• Breaks translation task into two steps: initially re-writing the source 
utterance in the pivot language, then translating it into the target 
language.

• Pivoting may improve performance between languages with limited 
parallel data by linking them through a third high-resource language

• LLMs can carry this out in single step to provide extra context before 
final translation

• Generally, pivoting via English proves more effective than using the 
matrix language, as observed in both FR-IT→JA and TA-EN→CS cases, 
likely due to English’s prevalence in LLM training data.

• Pivoting to the matrix language can still be effective if it is high 
resource, as seen in DE, FR, and EN cases, but may instead 
deteriorate results for low-resource languages like TA.

• Pivoting twice yields intermediate results
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Conclusion

• Thorough evaluation of LLM’s performance for code-switching translation

• GPT-4 outperformed competition, other models shows varying ability depending on translation direction

• Commercial engines like Google and DeepL Translate performed well on select datasets, particularly when 
code-switching was minimal

• Demonstrated GPT4’s robustness in handling heavier code-switching text and variations in POS 
distribution of codeswitching elements. 

• Showed that translation capabilities could be enhanced through careful prompt engineering utilizing in-
context learning with our proposed CMS selection strategy, and pivot translation, especially to English
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