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*: WARNING: This paper contains meme samples that are offensive in nature.
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Any descriptive template of an idea, event, common philosophy, etc., that represents some form of opinion of an 
individual, community or society in general. 

Definition given by an artist Scott McCloud in 1994: “Amplification by Simplification” 

What is a Meme?
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Only Image (Unimodal)

Text with Image (Multimodal)

Only Text (Unimodal)

More complex

Different Formats of Memes
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Age-wise Use of Meme on Social Media

Figure: Mobile phone users that shared memes and/or funny 
images on social networks by age group

In another study by Meta, 121,605 different variants of one 
particular meme were posted across 1.14 million status 
updates.[ref]

Figure: Examples of Meme Variations

https://2023.eswc-conferences.org/wp-content/uploads/2023/05/paper_Tommasini_2023_The.pdf
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                     Offensive memes                  Non-Offensive meme                Offensive memes??

Introduction

Modi ji says that his mother used to wash 
dishes in people's houses, so were his father 
just as useless as him?

Sufi singer Kailash Kher went to meet the 
family of martyr Vijay Maurya and gave a 
check of 10 lakh as assistance.

Who will create a Congress-free India??? 
Me.

Fool, You were the one who said, take 
prodigal science, there's a lot of scope in it.

Tell me, has the JCB come to the 
neighborhood or not?

It was so small and I've been throwing it 
since then."



Motivation

● Memes have the ability to compress any real-world issues into a strong and powerful way that engages an enormous audience.
● Many memes, despite being humorous, use extremism and dark humor to promote societal harm. 
● No existing work involving Hindi Language (Devanagari, Code-mixed Hindi-English) for memes.
● Detecting an implicitly offensive meme is challenging due to the need for the presence of confounding variables such as 

Background context of the meme, mental state of the meme creator.

● Identification of offensive memes (Code-Mixed Hindi English )
● To understand the obscure text and image behavior, we try to differentiate memes based on their explicit and implicit nature of 

offensiveness. 
● A novel multimodal Hinglish dataset for identifying offensiveness in online memes, referred to as ``CM-Off-Meme" 

(Code-Mixed Hindi-English Offensive Meme).

Contribution



Problem Definition

● We aim at solving two tasks in the end-to-end framework: (i) Offensive meme detection, (ii) Explicit/implicit offensive meme 
detection

● Let every meme Si = {T, V} is a set with text Ti= (ti1,ti2,....,tik), image Vi with the shape (224,224,3) in RGB pattern.
● Our goal is to create a multi-task learning framework which predicts the correct label of each task, i.e., yt1⊆{offensive, 

non-offensive},yt2⊆{explicit, implicit} for each Si. 



Dataset Sample

Explainable Text: It is created to target a political 
party/leader. This meme is about ridiculing at 
Congress Party’s continuous defeat. 

Fine-grained Information: Emotions: Irritation, 
Disappointment, Sarcasm: Yes, Sentiment: Negative 
Sentiment

English Translation: The world thinks Person XYZ defeated 
Congress, they don't know me.



Dataset Statistics

Split #Memes
Level 1 Level 2 Sentiment Sarcasm Emotions

Offensive Non-offensive Explicit Implicit Positive Neutral Negative Yes No Fear Joy Surprise Sadness Anger

Train 6000 4020 1980 2133 1887 961 2092 2947 3431 2569 332 1228 808 2576 410

Test 967 639 328 341 298 126 358 483 571 396 171 278 54 329 481

Table : Class wise data distribution of CM-OFF-meme dataset (Here test set is the in-Domain test dataset)

Level 1 #memes Level 2 #memes

Non- offensive 352 implicit 87

Offensive 165 explicit 78

Table: Class-wise distribution of out-of-domain test set



Proposed Architecture

Figure: Our proposed multitask Model for Offensiveness identification



Results

Table: Results for Task 1 and Task 2 of baselines, variations of the proposed model, shown as Ablation and the proposed model. Note that each model 
is trained following single tasking. T: Text, I: Image, Task 1: Offensive/Non-offensive, Task 2: Explicit/Implicit Offensive, Acc: Accuracy, F1: 
Macro-F1 score.

Model

Modality In-Domain test set Out-of-Domain test set

T I
Task 1 Task 2 Task 1 Task 2

Acc ↑ F1↑ Acc ↑ F1 ↑ Acc ↑ F1 ↑ Acc ↑ F1 ↑

Baseline

S. Baselines

L_Char ✔ 36.72 33.14 38.73 37.81 25.90 25.12 31.69 34.83

L_FT ✔ 38.91 36.21 34.81 30.83 28.09 28.19 27.77 27.85

m-BERT ✔ 49.96 43.41 40.71 38.12 39.14 35.39 33.67 35.14

VGG-19 ✔ 36.77 35.92 38.35 32.71 25.95 27.90 21.73 29.8

ResNet ✔ 70.33 68.83 45.98 45.08 59.51 60.81 38.94 42.10

ViT ✔ 50.63 49.02 36.42 34.91 42.01 41.62 29.71 32.32

M. Baselines

Char+VGG ✔ ✔ 49.01 47.38 33.62 32.42 38.19 39.36 26.58 29.44

LSTM+VGG ✔ ✔ 39.15 41.47 40.63 35.61 28.33 33.45 33.59 32.63

mBERT+ViT ✔ ✔ 55.91 50.81 38.18 35.49 39.91 39.90 31.14 33.12

LXMERT ✔ ✔ 65.05 39.41 58.41 58.08 57.11 40.01 42.11 33.3

VisualBERT ✔ ✔ 70.41 69.45 53.58 52.79 64.58 58.82 48.55 27.8

mCLIP ✔ ✔ 72.23 65.76 55.28 54.58 39.64 38.41 37.10 26.1

BLIP ✔ ✔ 67.49 64.23 48.16 44.95 65.82 61.24 63.28 39.44

ALBEF ✔ ✔ 67.46 62.71 49.21 47.83 49.02 47.90 49.21 36.46

Ablatio
n

U. Ablation
SUTFE

KE ✔ 59.21 51.84 48.72 44.62 59.03 51.81 47.93 45.6

SUVFE
KE ✔ 61.03 55.95 49.94 48.04 53.65 49.60 51.84 42.45

M. Ablation

M ✔ ✔ 61.35 58.6 56.01 52.03 50.53 50.58 48.97 49.05

SFE ✔ ✔ 71.97 63.11 53.43 54.41 61.15 55.09 46.39 51.43

SkE ✔ ✔ 69.07 66.29 57.74 55.78 58.25 58.27 50.70 52.80

Proposed $M_{FE}^{KE}$ ✔ ✔ 70.94 67.11 60.39 60.75 60.12 59.09 53.35 57.77



Results
Model

Modality In-Domain test set Out-of-Domain test set

T I
Task 1 Task 2 Task 1 Task 2

Acc ↑ F1 ↑ Acc ↑ F1 ↑ Acc ↑ F1 ↑ Acc ↑ F1 ↑

Baselines

L_FT ✔ 40.42 38.62 43.72 42.53 38.68 36.64 41.57 41.51

m-BERT ✔ 65.92 64.56 46.83 41.74 64.43 62.58 41.03 40.78

VGG-19 ✔ 58.16 49.43 49.43 47.23 56.71 47.45 46.72 46.17

ViT ✔ 56.02 51.03 51.03 47.44 54.98 49.30 46.48 45.77

L_FT+VGG ✔ ✔ 42.15 48.71 46.41 45.23 41.11 47.73 44.27 44.21

mBERT+ViT ✔ ✔ 70.33 68.83 45.08 45.95 69.29 67.35 43.99 43.93

VisualBERT ✔ ✔ 67.32 67.03 51.77 46.09 58.39 61.46 61.11 38.66

mCLIP ✔ ✔ 72.12 66.34 54.53 53.88 41.01 40.09 38.67 27.4

BLIP ✔ ✔ 70.26 64.04 48.65 46.98 63.67 60.43 64.64 42.00

ALBEF ✔ ✔ 68.58 62.72 48.69 47.00 41.40 41.05 43.55 29.33

Ablation

UTFE
KE ✔ 65.73 66.01 59.27 53.91 59.73 58.41 55.93 53.82

UVFE
KE ✔ 64.92 67.85 54.71 52.78 61.97 59.73 54.38 55.59

M ✔ ✔ 68.14 65.25 68.14 58.88 60.42 57.17 58.72 55.35

M-gating ✔ ✔ 70.6 66.79 55.73 52.39 58.8 54.83 51.92 49.95

MFE ✔ ✔ 72.80 69.99 62.46 63.45 66.42 59.63 57.81 57.34

MKE ✔ ✔ 71.76 69.67 69.96 65.83 63.81 57.94 56.54 54.96

Proposed MFE
KE ✔ ✔ 73.42 70.33 67.25 67.37 68.42 61.38 62.63 60.84

Table: Results for Task 1 and Task 2 of baselines, variations of the proposed model, shown as Ablation and the proposed model. Note that each model 
is trained following multitasking. T: Text, I: Image, Task 1: Offensive/Non-offensive, Task 2: Explicit/Implicit Offensive, Acc: Accuracy, F1: Macro-F1 
score.



Qualitative Analysis

Figure: Case studies of the proposed model for in-domain and out-of-domain test sets.



Figure: Case studies of the proposed model for domain generalization. 

Qualitative Analysis (Domain Generalization)



Figure:  Test cases where proposed model MKE
FE fails

Error Analysis
1. Overgeneralization of a few slur 

words
2. Lack of common sense knowledge
3. Model overfitting of contextual 

knowledge



➢ We introduce a novel end-to-end multitasking framework for offensive meme identification in Hinglish memes.
➢ Our proposed framework leverages memes’ contextual knowledge and psycholinguistic aspects using two pre-trained encoders: 

(i) knowledge encoder and (ii) fine-grained information encoder. 
➢ Subsequently, we use these encoders to create a robust classifier with state-of-the-art performance.
➢ Empirical evaluation across diverse datasets demonstrates capability of capturing complex relationships between textual and 

visual components.
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Conclusion



References
● Dmitrii Aksenov, Peter Bourgonje, Karolina Zaczynska, Malte Ostendorff, Julian Moreno-Schneider, and Georg Rehm. 2021. Fine-grained classification of political bias in German news: A data 

set and initial experiments. In Proceedings of the 5th Workshop on Online Abuse and Harms (WOAH 2021), pages 121–131, Online. Association for Computational Linguistics.

● Ayme Arango, Jesus Perez-Martin, and Arniel Labrada. 2022. HateU at SemEval-2022 task 5: Multimedia automatic misogyny identification. In Proceedings of the 16th International Workshop 
on Semantic Evaluation (SemEval-2022), pages 581–584, Seattle, United States. Association for Computational Linguistics. 

● Giuseppe Attanasio, Debora Nozza, and Federico Bianchi. 2022. MilaNLP at SemEval-2022 task 5:Using perceiver IO for detecting misogynous memes with text and image modalities. In 
Proceedings of the 16th International Workshop on Semantic Evaluation (SemEval-2022), pages 654–662, Seattle, United States. Association for Computational Linguistics.

● Jimmy Lei Ba, Jamie Ryan Kiros, and Geoffrey E. Hinton. 2016. Layer normalization. Ioana Baldini, Dennis Wei, Karthikeyan Natesan Ramamurthy, Moninder Singh, and Mikhail Yurochkin. 
2022. Your fairness may vary: Pretrained language model fairness in toxic text classification. In Findings of the Association for Computational Linguistics: ACL 2022, pages 2245–2262, Dublin, 
Ireland. Association for Computational Linguistics.

● Rui Cao, Roy Ka-Wei Lee, Wen-Haw Chong, and Jing Jiang. 2022. Prompting for multimodal hateful meme classification. In Proceedings of the 2022 Confer- ence on Empirical Methods in 
Natural Language
Processing, pages 321–332, Abu Dhabi, United Arab Emirates. Association for Computational Linguistics.

● Lei Chen and Hou Wei Chou. 2022. RIT boston at SemEval-2022 task 5: Multimedia misogyny detection by using coherent visual and language features from CLIP model and data-centric AI 
principle. In Proceedings of the 16th International Workshop on Semantic Evaluation (SemEval-2022), pages 636– 641, Seattle, United States. Association for Computational Linguistics.

● Thomas Davidson, Debasmita Bhattacharya, and Ingmar Weber. 2019. Racial bias in hate speech and abusive language detection datasets. CoRR, abs/1905.12516.

● Helisa Dhamo, Fabian Manhardt, Nassir Navab, and Federico Tombari. 2021. Graph-to-3d: End-to-end generation and manipulation of 3d scenes using scene graphs. In Proceedings of the 
IEEE/CVF International Conference on Computer Vision (ICCV), pages 16352–16361.

● Lucas Dixon, John Li, Jeffrey Sorensen, Nithum Thain, and Lucy Vasserman. 2018. Measuring and mitigating unintended bias in text classification. In Proceedings of the 2018 AAAI/ACM 
Conference on AI, Ethics, and Society, AIES ’18, page 67–73, New York, NY, USA. Association for Computing Machinery.

● Alexey Dosovitskiy, Lucas Beyer, Alexander Kolesnikov, Dirk Weissenborn, Xiaohua Zhai, Thomas Unterthiner, Mostafa Dehghani, Matthias Minderer, Georg Heigold, Sylvain Gelly, Jakob 
Uszkoreit, and Neil Houlsby. 2020. An image is worth 16x16 words: Transformers for image recognition at scale. CoRR, abs/2010.11929.



References
● Fangxiaoyu Feng, Yinfei Yang, Daniel Cer, Naveen Arivazhagan, and Wei Wang. 2020. Language-agnostic BERT sentence embedding. CoRR, abs/2007.01852.

● Elisabetta Fersini, Francesca Gasparini, Giulia Rizzi, Aurora Saibene, Berta Chulvi, Paolo Rosso, Alyssa Lees, and Jeffrey Sorensen. 2022. SemEval-202 task 5: Multimedia automatic 
misogyny identification. In Proceedings of the 16th International Workshop on Semantic Evaluation (SemEval-2022), pages 533–549, Seattle, United States. Association for 
Computational Linguistics.

● Sarthak Garg, Helisa Dhamo, Azade Farshad, Sabrina Musatian, Nassir Navab, and Federico Tombari. 2021. Unconditional scene graph generation. In Proceedings of the IEEE/CVF 
International Conference on Computer Vision (ICCV), pages 16362–16371.

● Daniela Godoy and Antonela Tommasel. 2021. Is my model biased? exploring unintended bias in misogyny detection tasks. In AIofAI 2021: 1st Workshop on Adverse Impacts and 
Collateral Effects of Ar tificial Intelligence Technologies, volume 2942 of CEUR Workshop Proceedings, pages 97–11, Montreal, Canada.

● Alex Graves, Santiago Fernández, and Jürgen Schmidhuber. 2005. Bidirectional lstm networks for improved phoneme classification and recognition. pages 799–804.

● Moritz Hardt, Eric Price, and Nathan Srebro. 2016. Equality of opportunity in supervised learning.CoRR, abs/1610.02413.

● Ming Shan Hee, Roy Ka-Wei Lee, and Wen-Haw Chong. 2022. On explaining multimodal hateful meme detection models.

● Eftekhar Hossain, Omar Sharif, and Mohammed Moshiul Hoque. 2022. MUTE: A multimodal dataset for detecting hateful memes. In Proceedings of the 2nd Conference of the



Acknowledgement

● Funding : The research reported in this paper is an outcome of the project “HELIOS: Hate, 
Hyperpartisan, and Hyperpluralism Elicitation and Observer System," sponsored by Wipro AI Labs, 
India.



Thank You!!!
Any Questions?

  
Code @ AI-NLP-ML GROUP,

Department of Computer Science and Engineering 
Indian Institute of Technology Patna India

 


