To Learn or Not To Learn:
Replaced Token Detection for
Learning the Meaning of Negation

Gunjan Bhattarai and Katrin Erk



Background: Negated Data in Training

* Negation underrepresented in
* Wikipedia (8.69%)
* Books (28.45%) (Zhu et al., 2015)
* Negation underrepresented in NLI:
* RTE: 7.16% (Wang et al., 2018)
* SNLI: 1.19% (Bowman et al., 2015)

* As a result, models don’t really get an opportunity to learn negation
 BERT: same answers for

e “Xis [MASK]” and
“Xis not [MASK]”

Hossain et al., 2020



Background: Natural Language Inference (NLI)

* NLI is the task of determining whether, given a “premise”, a
"hypothesis" is
o True (entailment)
o False (contradiction)
o Undetermined (neutral)

* In the RTE dataset, the hypothesis being true is entailment and all
else is not entailment

Wang et al., 2018 (RTE); Williams et al., 2018 (MNLI); Bowman et al., 2015 (SNLI)



Background: ELECTRA

sample
the —> [MASK] —> --> the —> > original
chef — chef —> Gen_erator chef — Discriminator —> original
cooked —> [MASK] —>| (typically a [-> ate —> (ELECTRA) —> replaced
the —» the —»| small MLM) the —> —> original
meal —>» meal —> meal —> —> original

* ELECTRA expands on the BERT objective by adding a new
discriminator model — a binary classifier predicting whether each
token is original (0O) or replaced (1)

* To model negation, we simply label the negation cue as “replaced”!

- Ex: “Chefs don’t work in kitchens” -> “don’t” would be marked as “replaced”

Clark et al., 2020



Datasets: Wikipedia and Books

* We upsample negation data in Wikipedia, with our sequences equally
split between three categories:
* Sequences with 0 tokens tagged as being part of a negation
* Sequences with 1 negation token
e Sequences with greater than 1 negation token

* We add 174,808 sequences from the Books corpus and 144,496
examples from the English Wikipedia corpus.

* We mask 15% of tokens in each and have ELECTRA’s Generator complete the
sentence (Discriminator detects what was replaced)



Datasets: Negated NLI

* 1,500 negated examples for each of RTE, MNLI, and SNLI, with
examples in sets of triplets

e Example 1 (Neutral)

* Premise: Physicians will not unionize against managed care.

* Hypothesis: Doctors are embracing managed care with open arms.
* Example 2 (Entailment)

* Premise: Physicians will unionize against managed care.

* Hypothesis: Doctors are not embracing managed care with open arms.
e Example 3 (Neutral)

* Premise: Physicians will not unionize against managed care.

e Hypothesis: Doctors are not embracing managed care with open arms.

* Expanded NLI = Wikipedia + Books + Negated NLI

Hossain et al., 2020



Datasets: NLI Conversion to ELECTRA Format

* We check each triplet to see if any sequence is classified as
"entailment”.
* |If there is none, we discard the triplet from training.

* |f there is exactly one, we set the entailment sequence to be our gold
seguence.

* |If there is more than one, we set the gold sequence equal to the input for
premise/hypothesis combinations classified as "entailment". For all other
examples, we randomly select the gold sequence from the possible
entailment pairs. We also remove any “neutral” labeled examples.



Datasets: NLI Conversion to ELECTRA Format

* We reformat NLI examples with the templates “[premise] []connectin
words] [hypothesis]” and “[hypothesis] [connecting words [premiseﬁ’

* Examples of connecting words: “thus”, “therefore”, “ergo”, “we know
this because”

* Example: "Subia was not nominated by President Bush to the board of
directors of the Legal Services Corp. Thus, Subia was Bush’s first
nominee to the Board of Directors.”

e Label: Contradiction

Schick and Schutze, 2020



Datasets: NLI Conversion to ELECTRA Format

* From our sequence, we create the gold label:

* Sequence: "Subia was not nominated by President Bush to the board of
directors of the Legal Services Corp. Thus, Subia was Bush’s first nominee to
the Board of Directors.”

e Label: [0010....0] where "not” is labeled 1
* Bolded words denote replaced tokens



Datasets: Standard and Negated LAMA

* LAMA is a dataset measuring the factual and commonsense
knowledge contained in pretrained language models.
* Negated LAMA tests negated knowledge

e Standard Example: “The theory of relativity was developed by
[MASK].” => [MASK] would be filled by “Albert Einstein”

* Negated Example: “The theory of relativity was not developed by

[MASK].” => [MASK] would be filled by any person not named “Albert
Einstein”

* For ELECTRA, we check equality against “Albert Einstein” in the
standard case and lack of equality against it in the negative case

Petroni et al., 2019



Datasets: Expanded LAMA

* Wikipedia + Books Corpus + 3 variants of Standard LAMA + 4 variants
of Negated LAMA

-Standard Variants:

. [standard sentence]

- [standard sentence] [standard sentence]

- [standard sentence, but we mask 15% of tokens and have ELECTRA’s
generator replace them]

- Negated Variants:

- [standard sentence] [negated sentence]

- [standard sentence]

- [negated sentence]

- [negated sentence] [negated sentence]




Experimental Details

* We test three models:
1. ELECTRA-Small Discriminator checkpoint released by Clark et al. (2020)
2. ELECTRA-Small Discriminator trained for 1 epoch on Expanded NLI
3. ELECTRA-Small Discriminator trained for 1 epoch on Expanded LAMA.

* We finetune each model on the RTE, MNLI, and SNLI datasets for 5
epochs



Results: Standard Development Sets

Model RTE MNLI  SNLI
Base 0.613718 0.818645 0.895

+NLI  0.581227 0.813143 0.8962
+ LAMA 0.624549 0.813653 0.8925

* Goal: Preserve performance from Base models as much as possible

* RTE: Expanded NLI leads to a mild decrease in performance (-3.25%),
while Expanded LAMA slightly increases accuracy (+1.08%)

* MNLI and SNLI are largely unaffected



Results: Negated Development Sets

Model RTE MNLI SNLI
Base 0.504298 0.610315 0.468959
+ NLI  0.545368 0.607450 0.475645
+ LAMA 0.702961 0.616046 0.423114

* Goal: Increase performance from Base as much as possible

* RTE: Expanded NLI somewhat increases accuracy (+3.11%), while
Expanded LAMA dramatically improves performance (+19.87%)

* MNLI is largely unaffected, although Expanded LAMA decreases
Negated SNLI performance (-4.68%)



Results: SNLI Validation Curves

SNLI Validation Loss Negated SNLI Validation Loss
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* Models trained on SNLI:
- [left graph] Converge normally on standard dev set
- [right graph] Diverge almost immediately on negated dev set -> textbook case

of overfitting



Results: MINLI Validation Curves

MNLI Validation Loss Negated MNLI Validation Loss
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e Models trained on MNLI:

- [left graph] Converge normally on standard dev set
- [right graph] Oscillate within a narrow range on negated dev set without

converging or diverging



Results: Removing MNLI’s Neutral Examples

Negated MNLI (No Neutral) Validation Loss
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Conclusion

* Additional pretraining with Expanded LAMA on
ELECTRA-Discriminator leads to substantial gains on negated RTE
(+19.87%), showing ELECTRA’s ability to learn and generalize
understanding of negation cues in binary NLI classification

* Negated SNLI is held back by overfitting on non-negated cues

* Negated MNLI is held back by poor performance when including
neutral-labeled examples

- Future Work: expand to additional negation cues, modify RTD
objective in order to better address neutral-labeled negated data in
continued pretraining.



