Contextualizing Generated Citation TextsS the university of Texas at Dallas

Richardson, TX, USA
Biswadip Mandal, Xiangci Li & Jessica Ouyang

INTRODUCTION RESULTS

Qualitative Analysis

Citation Text Generation Context: Broadly speaking, prior work on SRL

The task of summarizing a reference paper focusing on  makes use of syntactic information in two dif-

how it relates to a citing paper ferent ways. Carreras and Marquez (2005);
g pap Pradhan et al. (2013) incorporate constituent-

structure span-based information, while [MASK]. . .

Common scenarios where the contextualized approach outperforms the baseline:

EX|Stmg Inﬁ"mg ApproaCh Ground truth: Haji et al. (2009) incorporate

Generate a masked target citation given a context dependency-structure information. Context: ... To the best of our knowledge, [WASK].

window in the citing paper and the abstract of the Most similar to our work in spirit, Ding et al. (1997)

reference paper LED-bgsgline: .Haj.i et al. (2009) integrate used Layer-wise Relevance Propagation (LRP;
syntactic information into a neural SRL system. Bach et al al. 2015), an interpretation method
resembling saliency, to interpret ...

Contextualized: Haji et al. 2009) use
Problem . i

dependency-level information. The context discusses the i
The generated citation is a generic summary of the : : G"::';,? m:jt.h' 't'l' B 1(2016) ﬁrese"tedﬂ?;only
. historical development of a work that directly empioys saliency methods 1o
rEference pa per |gn0res the ConteXt . . interpret NLP models.
task and identifies gaps among

the cited works Baseline: Li et al. (2016) proposed three strate-
gies for visualizing compositionality in NMT.

Contextualized: Li et al (2016) is the only work

that lied sali to NMT. Th d a simpl
DATAS ET AN D BAS E LI N E * reiuﬁgﬁtl ne:ral’irg'i\}//vocr)k (RNN) t(()e )Ilezsrs aas:Ilir:r?ci

function for each word in the sentence.

CORWA Dataset
An NLP-domain citation text generation dataset Partition Papers Citations
n Context: ...Previous work on [MASK]. /n contrast
Baseline Model train 565 2,243 with their work, we train models to . . .
aseline viode | distant 11,564 32,512
Longformer Encoder-Decoder fine-tuned on CORWA test 362 1,322 Ground truth: curriculum learning for MT (Kocmi
and Bojar, 2017; Wang et al., 2018) proposed
. methods which feed easier samples to the model
Input: concatenation of first and later show more complex sentences.
* The citing paper introduction and related work However, their focus is on improving convergence
section paragraph with the target citation masked The context implies the ::r::sg:gi 2?;'&"9 SN EICEOnE DI OV
* The title, abstract, and citation mark of each reference reference paper should be
paper in the target citation Compared or contrasted with Baseline: dynamic sentence sampling (Kocmi
o . and Bojar, 2017; Wang et al., 2018) focuses on
o the citing paper or other cited how to dynamically sample sentences in order to
Output: target citation accelerate the training of NMT.
works
Contextualized: fine-tuning neural machine
translation models (Kocmi and Bojar, 2017; Wang
et al., 2018) has tried to dynamically sample
sentences in order to accelerate training. However,
these methods require training models to learn a
prior distribution of similar sentences.
Paragraph Generation Model Context: ...Rubinstein gt al: (2015) demf)nstrated
] _ . o that state-of-the-art distributional semantic models
Generate the entire related work paragraph, including both the context and the target citation fail to predict attributive properties of concept
Extract the target citation during post-processing words (e.g. the properties is-red and is-round
for the word apple) as accurately as taxonomic
properties (e.q. is-a-fruit). Similarly, [MASK] ...
(Shang et al. (2015) |
propose a neural _ . Ground truth: Sommerauer and Fokkens (2018)
Infilling [response generation The context |mpI|es the investigated the types of semantic knowledge
, ™ model encoded within pretrained word embeddings,
Ritter et al. (2011) first regard approach ke | re_fe rence |.oaper should be concluding that some properties cannot be learned
response generation as | | discussed in a similar wWay ds by supervised classifiers.
query-to-response translation. Jes . 1 .
: : ) Ritter et al. (2011) first regard response )
E_ollf)w;ngz (t)qaéb [MA|SK]. while - . generation as query-to-response translation. another cited work Baseline: Somasomauer and Fokkens (2018)
Lot KIS Following that, [SEP] Shang et al. (2015) compared word embeddings to a feature-
Contextualized extend the encoder-decoder framework identification method based on cosine similarity.
\/\ e oo approach _y.| to model generation as a decoding
process based on the latent Contextualized: Sommerauer and Fokkens
representation of the input text [/SEP], 2018) sh d that th rti f t
while Li et al. (2016b) replace... ( ) showed that the properties of concepts are
not captured by word embeddings.

\_/\

Context: ...Rei et al. (2016) extended this

model to include character embeddings in order to

RESU LTS capture morphological similarities such as word

H E I t endings. [MASK] ...
uman evaluation

Ground truth: Rei (2017) subsequently added a

Setup secor\dary LM objective to Fhe neural sequence
labeling architecture, operating on both word and

Ground truth, baseline, and contextualized target citations are anonymized and The reference paper is an character-level embeddings. This was found to
shown to evaluators 2 groups of 3 human judges 30 samples evaluated per extension of another cited be particularly useful for GED -introducing an LM
group objective allows the network to learn more generic
work features about language and composition.
Baseline: Rei (2017) proposed a semi-supervised
MOdeI F|U Rel COh Overa" approach to the task of GED, using a language
] ] modeling objective to predict surrounding words
Contextualized vs Baseline for every word in the sentence.
Q?Contextu a|ized 12 49 41 53 Contexqalized: Rei (201'{’) _furthgr e){tended {his
_ model with a secondary training objective, learning
OBaseline 33 44 36 50 to predict the surrounding words in the context.
Indistinguishable 135 87 103 77
Contexualized vs Ground Truth
OContextualized 19 38 28 27
OGround Truth 18 13 21 18 Code available at
|ndiStingUiShab|e 143 129 131 135 https://github.com/mandalbiswadip/ContextualGeneration

Dataset and baseline available at
https://github.com/jacklxc/CORWA

Conclusions
Contextualized citations are preferred in terms of relevance, coherence, and overall,
but are less fluent
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