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~“ The role of reasoning in translation

It’s been a while since |
last went to the beach
with my bike. What a
pleasure to see it again!

“Translate into French.”

Ca fait longtemps que je
n'ai pas été a la plage
avec mon velo. Quel
plaisir de le revoir!

It’s been a while since | last went to the beach with my
bike. What a pleasure to see it again!

“Translate into French. Please proceed step
by step and check carefully the pronouns.”

<think>Ca fait longtemps que je n'ai pas éte a la plage
avec mon vélo. Quel plaisir de le revoir ! Wait, ‘le’ is
masculine but ‘see it’ refers to the beach, which is
translated by ‘plage’, which is feminine. So the correct
translation should be:</think>

Ca fait longtemps que je n'ai pas été a la plage avec
mon vélo. Quel plaisir de la revoir!

Do large language models (LLMs) improve translation if encouraged to reason?



EcE;W
Contributions

* On the DiscEvalMT contrastive set (Bawden et al., 2018),
we compare 12 LLMs for their abilities to translate coherently
* DeepSeek-R1, Llama, Mistral, Phi, OpenAl GPT
e contrastive tasks: pronouns & lexical cohesion

 translation task

* Chain-of-Thought prompting improves translation,
but only for the best models



1. Tasks, metrics, and models
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TS Contrastive test items: DiscEvalMT

Rachel Bawden, Rico Sennrich, Alexandra Birch, and Barry Haddow, “Evaluating
discourse phenomena in neural machine translation”, Proceedings of NAACL 2018

Anaphora

Lexical choice

EN context

EN current

It's been a while since | last
went to the river.
It feels great to finally see it.

And then the aftack took place.

A truly terrible attack.

FR context (given)

FR current #1 (correct)
FR current #2 (incorrect)

Ca fait longtemps que je n’ai
pas été a la riviere.

C’est chouette de /a voir enfin.
C’est chouette de /e voir enfin.

Et puis I'attaque a eu lieu.

Une attaque vraiment affreuse.
Un assaut vraiment affreux.

* To control for chance, various translations of the “context” sentence
are also added, changing the correct translation of “current”

* river — fleuve : masculine, hence ‘le’in #2 is correct

e attack — assaut: to maintain consistency, ‘assaut’ in #2 is correct

* 200 contrastive items for anaphora, 200 for lexical choice
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¢ Evaluating LLMs on the contrastive task

* How is the task given to the LLM?

Here is a short text with two sentences in English:
{context_en}. {current_en}.

Here are two different translations into French:

1. {context_fr}. {current_fr_ option 1}.

2. {context_fr}. {current_fr_option 2}.

Which one is more correct? Please answer 1 or 2:

* How is performance measured?

* accuracy of answers averaged over all test items, presented twice, once
with correct in position (1.) and once in (2.) > higher is better

* inconsistency of answers: normalized difference between accuracies
when correctisin (1.) and when correctisin (2.) > lower is better
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% Evaluating LLMs on the translation task

* How is the task given to the LLM?

Here is a short text with two sentences in English:

{context_en}. {current_en}

Here is the French translation of the first sentence: {context fr}.
Please translate the second sentence into French.

* How is performance measured?
* BLEU and chrF for surface-level overlap

* BERTScore and COMET for semantic similarity using embeddings

 BERTScore: default multilingual model ‘bert-base-multilingual-cased’
e COMET: ‘unbabel/wmt22-comet-da’ model
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% Evaluated LLMs

* Large Language Models = Transformer-based decoders
* From OpenAl: GPT-3.5-turbo, GPT-4, GPT-4-turbo, and GPT-40

* Open-weight models (via Ollama, quantized): Mistral (7.25B), Phi-4 (14.7B),
Llama (3.1-8B, 3.2- 3.2B, 3.3-70B), DeepSeek-R1 (8B, 14B, and 32B)
* server with 4x NVIDIA RTX 2080 Ti GPUs with 11 GB VRAM

* DeepSeek-R1 models “reason” by default: they are trained to generate a detailed
solution with multiple verifications and to conclude with the final answer

* the other models can be asked to output chain-of-thought (Cof)
reasoning by writing “please reason step by step” in the prompt

Baselines: NLLB-200 multilingual model with 600M parameters
(encoder-decoder) + published scores on the contrastive tasks



2. Prompts for translation
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¢ Structure of prompts

* LLMs are trained to consider two parts
* “system” prompt — describing the expected behavior and style
* “user” prompt — specifying the task, data, and answer format

* Tested several combinations of ‘system’ and ‘user’ prompts
* system: none | simple | detailed x user: simple | step-by-step [reasoning]
* (hone, simple), (simple, simple), (detailed, simple), (simple, step-by-step)

* Prompts are specific to the task and tested phenomena
* they differ between contrastive and generative (translation) tasks
* minor differences between user prompts for anaphora and lexical choice
* given entirely in the Appendices of the paper
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LG Contrastive task: anaphora/lexical user prompts

Simple

You are a language
evaluation assistant. Your
task is to compare two
French translations of an
English text and decide
which is more correct.

When providing the
answer, strictly follow this
format:

""Choice: (1 or2)"™

Do notinclude any
explanation or additional
text. Only output the
specified format.

Step-by-step
[DATA inserted here]

Let’s reason step by step to find the correct French translation of
line 2.

Step 1 - Find the difference between the two translations of line 2.

Step 2 - Find the text in English line 2 which is the cause of the
translation difference at Step 1.

Step 3 - Find the text in English line 1 to which the text found at Step
2 refers / which is identical to the text found at Step 2.

Step 4 - Find how the text from Step 3 is translated in French
translation of English line 1.

Step 5 - Find the correct word in French to refer to this text.
Step 6 - Find which French translation includes this word.

Select’1’ if French translation number 1 is more correct, or answer

>2’ 1f French translation number 2 is more correct.
11
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LG Translation task: system prompts without or with

reasoning (anaphora, lexical) — data in user prompt

You are a professional translator. Your
task is to translate short English texts into
French.

### Instructions:

- You will receive two English sentences: a
context sentence and a sentence to
translate.

- You will also be given the French
translation of the context sentence.

- Translate only the second English
sentence into French.

- Return only the French translation of the
second sentence.

- Do notinclude any explanation or
additional text.

You are a professional translator. Your
task is to translate short English texts into
French.

### Instructions:

- You will receive two English sentences: a
context sentence and a sentence to
translate.

- You will also be given the French
translation of the context sentence.

- Translate only the second English
sentence into French.

To achieve this, think step by step to
resolve pronouns and references
correctly using the context:

1. Identify pronouns/references in the
second sentence.

2. Find their referent in the first sentence.
3. Check how that referent is translated in
the French context.

4. Choose the correct French
pronoun/reference.

You are a professional translator. Your
taskis to translate short English texts into
French.

### Instructions:

- You will receive two English sentences: a
context sentence and a sentence to
translate.

- You will also be given the French
translation of the context sentence.

- Translate only the second English
sentence into French.

To ensure lexical consistency:

1. Identify any key word or expressionin
the second sentence in English that could
be translated in more than one way into
French.

2. Check if the translation of the first
sentence into French already provides a
preferred translation for that key word or
expression.

Use the same choice if appropriate for
your translation of the second sentence
into French.

12




3. Results on the contrastive tasks
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TG . .
Baseline accuracies and our best results

Lexical

Anaphora choice
Random selection 0.50 0.50
Encoder-decoder of sentence pairs (Bawden et al., 2018) 0.72 0.57

Sentence concatenation with vanilla Transformer

(Tiedemann & Scherrer, 2017; Lopes et al., 2020) e =S
Quality estimation with COMET-QE (Vernikos et al., 2022) 0.83 0.68
Our NLLB-200 with prefix decoding 0.66 0.61

Our best option: GPT-40 with reasoning prompt 0.93 0.96
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TG .
Accuracy and consistency on anaphora

Accuracy

a
w

prompt and simple
user prompt

Consistency

* No system prompt |
and simple user
prompt

e Simple system and 25
user prompts

* Detailed system
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TG . . .
Accuracy and consistency on lexical choice

1.004

w1

Accuracy
=]

prompt and simple
user prompt

* No system prompt _

and simple user |

prompt i i | |
e Simple system and

user prompts
* Detailed system

Consistency

—0.75 1

—1.00 1

o [ o < o S
> ¥ N & & N NS & '3 &
N > 2 2 > . 2 > 2 2
N ) e O o & $ X & N R\ AN
S Q Q‘R.. & & & & &
o *) eQ < Q;Q @ > 2



HE"
Findings

e Bestresults on test set

* GPT-40 with the reasoning prompt (0.97 | 0.96), and near-perfect
consistency; GPT-4 and GPT-4-turbo come close

* Open-weight models on test set

* high scores of Phi-4 with reasoning prompt (0.92 | 0.94) followed by
DeepSeek-R1-32B (no benefits from reasoning prompt, as it reasons by
default); Llama and Mistral struggle

* Higher accuracy is correlated with better consistency

* Reasoning prompt is helpful for models that can handle it

* responses are longer (hence more expensive): average of 600 tokens for
DeepSeek-R1, and 227 tokens for Phi-4 with reasoning prompt

17



4. Results on the translation task
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LG Translation quality on the anaphora set

A'is the difference between reasoning and no-reasoning

BLEU chrF BERTScore COMET

Model w/o  w/ A w/o  w/ A w/o W/ A w/o  w/ A

nllb-200 37 - — 60 - - .90 — - 0.87 — -

gpt-4 49 53 +378 | 70 71 +1.77 | .92 .93 +0.0033 | .92 .92 +0.0006
gpt-40 49 54 +535 | 70 71 +196 | .92 92 +0.0016 | .91 91  +0.0017
gpt-4-turbo 45 49 +417 | 67 67 +090 | 92 90 -0.0173 .91 90 -0.0084
gpt-3.5-turbo 44 49 +522 | 66 68 +215 | 91 91 +0.0017 | .91 90 -0.0080
Llama 3.3 44 47 +268 | 66 67 +1.08 | 92 91 -0.0046 90 .90 -0.0043
Phi-4 43 49 +558 | 64 68 +4.39 | 91 92 +0.0096 | .88 .91 +0.0270
DeepSeek-R132B | 35 39 +434 | 59 59 -0.04 | .89 .84 -0.0551 87 .84 -0.0286
Llama 3.1 34 30 -3.78 58 54 -335 | .89 .87 -0.0213 .86 .85 -0.0130
DeepSeek-R114B | 34 33 -1.06 58 53 -4.91 89 .79 -0.0927 .86 .79 -0.0647
Mistral 27 27 -0.03 59 50 -0.80 | .86 .85 -0.0084 82 .80 -0.0182
Llama 3.2 27 23 -3.48 51 47 -3.83 | .87 .83 -0.0390 82 .76 -0.0579
DeepSeek-R1 8B 24 21 -2.48 50 45 -475 | .86 .77 -0.0908 .80 .77 -0.0298
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LG Translation quality on the lexical choice set

A'is the difference between reasoning and no-reasoning

BLEU chrF BERTScore COMET
Model w/o  w/ A w/o W/ A w/o  w/ A w/o  w/ A
nllb-200 31 - - 51 - - .86 - - 0.77 - -
gpt-40 54 54 +0.31 70 69 -026 | .92 .92 -0.0015 89 .88 -0.0054
gpt-4 519 54 +258 | 67 69 +2.16 | 91 .92 +0.0051 .86 .87 +0.0070
gpt-4-turbo 50 49 -0.31 66 65 -0.83 | .91 .89 -0.0209 .87 .86 -0.0126
gpt-3.5-turbo 47 49 +2.11 65 66 +0.81 | .91 .91 +0.0041 .86 .86 -0.0059
Llama3.3 46 47 +0.15 | 62 63 +090 | 90 .90 -0.0018 .85 .84 -0.0030
Phi-4 43 44 +1.77 | 60 61 +1.74 | .89 90 +0.0064 | .83 .84 +0.0021

DeepSeek-R132B | 39 41 +2.07 | 56 58 +2.01 | .88 .88 -0.0011 .82 .81 -0.0054
DeepSeek-R114B | 38 33 -5.10 | 65 51 -3.99 | .87 .85 -0.0226 .80 .77 -0.0330

Llama3.1 35 29 -5.71 52 49 -353 | .87 .86 -0.0144 | 79 77 -0.0261
DeepSeek-R1 8B 31 30 -0.63 | 48 48 -0.28 | .86 .83 -0.0227 76 .75 -0.0115
Mistral 27 28 +1.17 | 45 45 +011 | .84 .85 +0.0046 | .74 .75 +0.0101

Llama3.2 25 22 -2.81 42 43 +0.63 | .83 .82 -0.0121 73 .70  -0.0256
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“ The best models improve the most with reasoning

* Correlations between improvements (A) and initial scores without

reasoning are moderate to high

* as measured for 12 models by:
* Pearson coefficient (P)
 Spearman rank correlation (S)

* across all four evaluation metrics
* both tasks; stronger for anaphora

* Unlike many methods which tend to benefit only weaker models,
reasoning is more beneficial to the LLMs which already score
highest without it = “the wise get wiser” through reasoning

BLEU chrF BERT COMET

Score
Anaphora | P| 0.81 0.76 0.60 0.59
S| 0.68 0.72 0.64 0.74
Lexical P| 040 0.21 0.31 0.30
choice S| 052 027 0.30 0.25

21



HE"

LG Improvements due to reasoning (A) are highly

correlated across metrics = they are reliable
Anaphora Lexical choice
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5. Conclusion
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G Findings and future work

e Results on the DiscEvalMT benchmark for contextual MT
* the best LLMs outperform previous methods, with accuracies above 0.95
* the best LLMs reach COMET scores of about 0.90 for the translation task

* Chain-of-Thought prompts lead to the best scores

* improvement through reasoning is correlated to initial scores without it = the
strongest models benefit most from reasoning: “the wise get wiser”

* Future solution for improving translation with LLMs
* identify segments where reasoning may be beneficial
* prompt LLMs to reason about the translations of those segments
* agentic Al — first pass without reasoning, then improve translation with agents

24



Thank you for your attention!
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