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Motivation: The Legal 
Language Barrier in India

Access to Justice Constraints

Official court judgments in High Courts and the Supreme Court 
are written exclusively in English.

The Proficiency Gap

This creates a significant barrier for citizens not proficient in 
English, limiting their ability to understand judicial decisions.

The Role of MT

Machine Translation (MT) offers a scalable solution, yet 
progress for Assamese is hindered by a lack of domain-specific 
data.
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Unique Challenges of Legal Machine 
Translation

Terminology Precision
Requires non-negotiable official equivalents from 
glossaries, not just synonyms.

Named Entities
Need to be distinguished for either for translation or 
transliteration of name of person, place, acts/laws, etc.

Acronym Expansion
Abbreviations like 'Art.' must be expanded to 'Article' 
before translation.

Structural Shifts
Converting English passive voice to natural Assamese 
active voice.
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Structure of Indian Legal Judgments: 
Preamble and Main Body

Preamble: The Metadata

Dense with named entities and abbreviations.

● Entities: Case numbers, court names, parties 
(petitioners/respondents), and judges.

● Acronyms: Frequent use of shorthand (e.g., 'Art.', 
'CR').

● Summary: Brief synopsis of circumstances and 
applicable laws.

Main Body: The Narrative & Decision

Logical flow of the court's reasoning and final order.

● Rhetorical Roles: Distinct sections for Facts, 
Arguments, and Precedents.

● Analysis: Highest density of specialized legal 
terminology.

● Conclusion: Final judicial decision requiring 
extreme linguistic precision.
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Preamble Challenges: Translation vs. Transliteration 
of Entities

Translation: Legal Designations

Legal terms and designations must be converted to their 
official equivalents as prescribed by government 
glossaries.

● Example: "High Court" translates to the official 
Assamese term "উচ্চ ন্যায়ালয় ".

● Standard synonyms or paraphrases are 
non-negotiable and cannot be substituted.

Transliteration: Proper Nouns

Proper nouns require phonetic conversion to retain 
identity rather than semantic meaning.

● Example: "Bhagat Singh" is transliterated to "ভগত  
িসং" to preserve its sound.

● Applies to names of people, places, and legal 
counsel found in the metadata layer.
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Main Body Challenges: Specialized Terminology and 
Complex Syntax

Specialized Legal Terminology

Requires adherence to non-negotiable official 
equivalents from government glossaries.

● Example: "Assessee" must be translated as 
"িনধৰ্ধািৰত  ব্যিক্তি " rather than a literal synonym.

● Ambiguity in "Conclusion" phrases like "Appeal is 
dismissed" can alter legal outcomes.

Complex Syntactic Shifts

Necessitates structural reordering from English SVO to 
Assamese SOV syntax.

● Passive-to-Active: English legal "passive voice" 
must be restructured into natural "active voice".

● Handling long, nested clauses with multiple 
rhetorical roles like Facts and Precedents.
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AssamLegalTrans: Corpus Construction and Alignment 
Validation

Dataset Construction Pipeline

Built from 500+ judgments with a focus on 
document-level consistency.

● Translation: Native speakers with Law/English 
degrees manually translated the English source.

● Segmentation: Spacy (English) and IndicNLP 
(Assamese) used for sentence splitting.

● Automatic Alignment: Initial candidates 
generated using multilingual sentence 
embeddings.

Rigorous Alignment Validation

Ensuring semantic equivalence through multi-stage 
human verification.

● Manual Review: Annotators corrected 
one-to-many and many-to-one mapping errors.

● Independent Validation: Two experts (Law & 
English) confirmed accuracy.

● High Reliability: Achieved a Cohen's kappa of 
0.90, indicating very high agreement.
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Dataset Overview: Statistics and High Morphological 
Richness of Assamese

Dataset Sentences English Tokens Assamese Tokens English TTR Assamese TTR Assamese Types

Train 55,626 1,480,584 1,251,798 0.02 0.04 47,359

Dev 1,000 26,498 22,923 0.15 0.23 5,382

Test 1,090 36,350 31,481 0.10 0.18 5,555

Assamese morphologically richer: Assamese consistently shows a higher Type-Token Ratio (TTR) than English (e.g., 0.04 
vs 0.02 in training).

Linguistic diversity: Higher TTR indicates greater diversity of word forms and extensive inflectional systems compared to 
the analytical nature of English.
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Experimental Setup: Models, Fine-tuning Details, and 
Metrics

Benchmarked Models

NLLB-200: NLLB-1.3B model 
(1.3B) covering 200 languages

Sarvam: Indic-focused model built 
on Gemma3-4B-IT

Commercial Baselines: Google 
Translate, Microsoft Translator, and 
GPT-4

Fine-tuning Details

Specialized on AssamLegalTrans 
corpus

● Method: Full finetuning for 
NNLB-1.3B and  LoRA 
(Rank 8) for Sarvam.

● Hardware: NVIDIA A100 
GPU

● Optimizer: AdamW (LR: 
5e-5)

Evaluation Metrics

BLEU: Case-sensitive sacreBLEU 
for n-gram precision

CHRF++: Character-level F-scores 
for morphological richness

TER: Translation Edit Rate to 
estimate post-editing effort
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Benchmark Results: Significant Gains from 
Domain-Specific Fine-Tuning

MODELS BLEU CHRF++ TER (↓)

NLLB-200 (Zero-shot) 24.71 49.13 64.88

Sarvam (Zero-shot) 25.73 52.29 62.91

NLLB-FT (Fine-tuned) 36.29 59.34 52.30

Highest Performance: NLLB-FT achieved the best scores across all metrics.

Domain Adaptation: Fine-tuning significantly outperformed commercial systems (Google/Microsoft) and zero-shot LLMs 
like GPT-4.
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Error Analysis: Protocol and Focus Areas

Rigorous Annotation Protocol

Ensuring analysis reliability through expert oversight and 
statistical validation.

● Expert Review: Two native speakers (one with a 
legal background) independently reviewed 
outputs.

● Agreement: Achieved a Cohen's kappa of 0.85, 
indicating substantial agreement.

● Resolution: Disagreements resolved by a third 
expert to reach a final consensus.

Critical Focus Areas

Categorizing errors based on domain-specific translation 
requirements.

● Legal Terminology: Adherence to mandatory 
official equivalents vs. literal synonyms.

● Named Entities: Distinguishing between items 
requiring translation vs. transliteration.

● Abbreviations: Challenges in expansion and 
subsequent translation for acronyms.
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Terminology Errors: Literal Translation vs. Semantic 
Error

Error Type Distribution (%)

Literal Translation 46.4%

Semantic Error 53.6%

Analysis of 250 parallel sentences containing legal terms revealed 28 
specific errors.

Literal Translation Errors: Occur when models generate a literal 
paraphrase instead of the mandatory official equivalent from government 
glossaries (e.g., failing to use official term for "assessee").

Semantic Errors: More prevalent (53.6%), these convey an incorrect or 
unintended legal meaning, such as mistranslating "reference Court," 
which can alter the judicial outcome.

Precision Mandate: Legal translation requires adherence to fixed official 
counterparts over synonyms.
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Syntactic Analysis: Handling Passive-to-Active Voice 
Transformations

The Linguistic Challenge

English legal text is characterized by extensive use of the 
passive voice.

● English Preference: Passive voice ensures 
formal distance (e.g., "the order was revoked").

● Assamese Preference: Naturally prefers active 
voice for clarity and flow.

● Structural Shift: Requires significant 
restructuring from SVO (English) to SOV 
(Assamese).

Fine-tuned Model Performance

Evaluation of 1,064 sentences shows the NLLB-FT model 
is exceptionally proficient in this transformation.

● Active BLEU: 36.28 vs. Passive BLEU: 36.30.
● Natural Rendering: Successfully transforms 

passive "was passed" into standard active 
Assamese forms.

● Stability: Performance remains stable regardless 
of voice complexity.
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Conclusion: Summary of Contributions and Future 
Work

Key Research Contributions

First-of-its-kind English-Assamese legal parallel corpus 
for Indian court judgments.

● Dataset: 55,000+ manually validated sentence 
pairs from 500+ judgments.

● Performance: Fine-tuned NLLB-FT achieved 
state-of-the-art results (36.29 BLEU).

● Linguistic Insight: Established benchmarks for 
passive-to-active voice transformation and legal 
term fidelity.

Future Work & Impact

Expanding the system to bridge the language barrier for 
Assamese speakers in the judicial system.

● Modules: Integrate specialized glossary and 
Named Entity Recognition (NER) modules.

● Context: Incorporate document-level context for 
improved terminological consistency.

● Access to Justice: Scaling to other legal 
document types like contracts and statutes.
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