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Historical archives contain terminology that was normalized in its time but is 
considered harmful today.

Actions in Cultural Heritage institutes and academia most related to our work:

Words Matter (Modest, 2018)
Book from the Dutch National Museum of World Cultures. It provides a list 
of contentious terms, and guidance on how to choose terms for exhitibions 
and metadata records.

Contentious Terms in Context Corpus (ConConCor) (Brate et al., 2021)
Annotated historical Dutch newspaper excerpts from the Europeana 
collection. Each excerpt contains one highlighted term, then labeled by 
experts and crowdworkers of whether it is contentious based on both 
context and modern standards.

Identifying contentious terms is not easy — what counts as contentious?

Contentious Language in Cultural Heritage Collections



Contentiousness Is Context-Dependent and Subjective

Definition: A term is contentious if it could be inappropriate for modern usage due to 
discriminatory, offensive or derogatory implications toward marginalized or vulnerable groups.  
Contentious terms often carry colonial connotations.

The tobacco is here indigenous.h and, as is well known, of the best quality. 0% (Not Contentious)

Some members note that the fleet plan, greeted with cheers by the European 
bourgeoisie and the European press, has been received by the indigenous 
society coolly and indifferently.

57% (Slightly more than 
half)

When Pius XI began his pontificate, there was not one mission area where the 
indigenous clergy held the leadership.

83% (Most people)

Context of term “indigenous” (“inheems” in Dutch) % Contentious

Example:



Can LLM Help?

Manual annotation:
✕ Requires cultural and historical expertise.
✕ Slow, expensive, hard to scale.
✓ Human’s value.

Prior work on LLM:
✓ LLMs used to detect contentious terms in cultural heritage metadata at scale (Osti & Roke, 2024; 
Menis et al., 2025).
✕ No LLM-based contentiousness judgement on historical text.
✕ No systematic alignment evaluation with human annotators, especially since LLMs has biases.



RQ: Can LLMs assist in annotating contentious terms in a historical context and 
be consistent with human annotators in their judgments?



Task: Context-Dependent Binary Classification

● Input: a historical text excerpt x 
containing a highlighted target term t.

● Output: a binary label y ∈ {0, 1}, 
where y=1 denotes a contentious term 
and y=0 a non-contentious term, 
based on both context and current 
standards.

„Is dat volgens de regels, volgens de goede, oude 
regels?"

vroeg de Dandy glimlachend.

En onder zijn glimlach trof hij een zwaren halfbloed 
onder het oor, zag hem vajlen, stapte op zijn roerloze 
lichaam en ontmoette een anderen aanstormenden 
kampioen met een linkse mokerslag.

Hij kwam terecht op de mond van den man en de kerel 
viel op de grond en spuwde zijn tanden uit.

De anderen hielden zich afzijdig. 1 (“Contentious”) or 0 (“Not contentious”)



Processing the ConconCor dataset

● Excerpts from the Europeana Dutch 
Newspaper Collection between 1890 and 
1941.

● Each was originaly classified by about 7 
experts or crowdworkers. 

We limited the choices to Contentious or Not 
contentious from the original options, and 
chose better-quality annotators and samples for 
experiments, ended up at 2090 samples and 88 
potentially contentious or neutral alternative 
terms.

consensus 
dataset



Zero-shot Prompt Design

3 pairs of prompt variations:

a. Instruction complexity: original (ori) vs. simplified (simp);
b. Instruction language: Dutch (nl) vs. English (en);
c. Output requirement: label-only (onlyC) vs. label-plus-rationale (CandR).

LLM Parameters Open-sourced

GPT 4o Unknown No

Llama 3 70B Instruct 70B Yes



Evaluating LLMs Across Two Scenarios for Both Quantitative and 
Qualititive Analysis

● Scenario 1 (one prediction per sample, temperature=0 for deterministic decoding)

● Scenario 2 (multiple predictions per sample, temperature=1 for stochasticity )

Quantitative analysis - pairwise agreement with individual human annotators using 

Krippendorff’s α, and accuracy based on humans’ majority vote.

Quantitative analysis - compare model and human label distributions per sample.

Qualitative analysis - manual analysis of (dis)agreement patterns among LLMs and humans 

regarding context and lexical categories.



Averaged Pairwise Inter-Annotator Agreement (Krippendorff’s α) and 
Accuracy
Human baselines:  Expert α = 0.58   Crowdworker α = 0.51

Consensus samples 
(n = 1,254):

● On samples with full 
human agreement, 
both models align 
closely with expert 
annotators: 
GPT-4o α = 0.97, 
LLaMA α = 0.99.

● LLM and human’s agreement is close to humans’ pairwise agreement.

Scenario 1 / Quantitative analysis



Per-Sample Agreement Between LLM and Human Annotators 
GPT 4o   

ori-en-CandR

We use areas in this plot to create strata, 
and randomly select 5-10 samples from 
each stratum for manual qualitative 
analysis. 

● LLM has an overall 
over-prediction bias rather 
than random disagreement. 

Scenario 2 / Quantitative analysis



Contextual Patterns of (Dis)Agreement Between LLMs and Humans

● LLM align closely with human annotators 
when lexical (non-)offensiveness is explicit, 
particularly in humans(group) reference and 
alternative terms categories,

● more sensitive than human in non-human 
reference category and 

● less sensitive than human in semantically 
shifted and metaphor categories.

Example 1 — Explicit offensive human/group 
reference (top-right cluster)
hottentot, boesman…: both humans and model 
agree these are contentious.

Example 2 — Semantically shifted: marron 
(bottom-right)
The term here carried the older meaning “brown” 
instead of “escaped slave”. All humans labelled it as 
contentious, but LLM did not.

Scenario 2 / Qualitative analysis

GPT 4o   
ori-en-CandR



Term-Level Sensitivity Analysis
Scenario 2 / Qualitative analysis

Sample proportion labeled (majority-voted) contentious per term



Takeaway

● The agreement between the LLM and human annotators is very close to human–human 
agreement, but LLM could over-estimate contentiousness.  

● LLMs effectively detected overtly offensive racial and colonial terms, but tend to rely on 
surface lexical cues, overestimate contentiousness, and misalign with human judgment 
when terms are used in non-contentious senses.

● These results suggest that LLMs can support scalable first-pass annotation of sensitive 
language in GLAM collections, while human expertise remains essential for contextual 
validation.
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