
The Impact of Tokenization Algorithms 
on Hungarian Language Model Performance

Osváth Mátyás1, Máté Molnár1, Roland Gunics1, 
and Noémi Ligeti-Nagy1

1 ELTE Research Centre for Linguistics, Institute for Language Technologies and 
Applied Linguistics



Tokenization: text preprocessing step for preparing input for LMs and can 

contribute to model performance

Pretraining (and tokenization) has an English-centric focus, although multilingual 

tokenization are also used frequently (Chelombitko et al., 2024)

Hungarian is agglutinative, for instance, “szeretteinknek” = “for our loved ones”



Tokenization methods impact the performance of mono- and multilingual language 

models (Chelombitko et al., 2024; Rust et al. 2021; Wang et al; 2025)

The Unigram LM achieved better results than BPE in both Japanese, English and 

Arabic (Kudo, 2018; Qarah et al., 2024)

Integration of morphemes in the tokenization process improved the performance 
(Labrak et al., 2024)

Increasing the vocabulary size improved language model performance (Mikaberidze et 

al., 2024 )



Byte-Pair Encoding (BPE): Greedy merges of most frequent pairs

WordPiece: Merge based on language model likelihood, not frequency

Unigram LM: Top-down pruning from a large vocabulary using probabilistic 
segmentation

Modified Unigram LM: Unigram LM, but initialized with morphemes from a 
Hungarian morphological analyzer

Tokenization 
algorithms



Compare BPE, WordPiece, Unigram LM and the modified 
Unigram LM tokenization methods / algorithms for Hungarian 
language with different vocabulary sizes (16K, 32K, 64K and 
128K).

Intrinsic and extrinsic metrics are used for evaluation, as well 
as additional qua

Research goal



Fertility: Measures the average number of tokens produced per 

word in the input text

Corpus token count: Counts the total number of tokens generated 

for the corpus

Normalized Sequence Length (NSL): Compares the compression of a 

given tokenizer with respect to a baseline tokenizer

Bytes per Token: dividing the number of bytes by the number of 

tokens

Additionally, morphological alignment was assessed.

Methods
Intrinsic metrics



16 models were trained, and we evaluated their training 

performance (loss) as well as their accuracy on downstream tasks 

using the Hungarian Language Understanding (HuLU) benchmark, 

which includes

- HuCOLA (Hungarian Corpus of Linguistic Acceptability)

- HuCoPA (Hungarian Choice of Plausible Alternatives)

- HuRTE (Hungarian Recognizing Textual Entailment)

- HuSST (Hungarian Stanford Sentiment Treebank)

- HuCB (Hungarian CommitmentBank)

Methods
Extrinsic metrics



RESULTS
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Comparison
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Results
Pretraining



Results
Downstream Task 
Performance I.
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Downstream Task 
Performance II.



Results
Downstream Task 
Performance III.



Results
Significance tests



BPE achieved the most compact segmentations and strongest 
morphological alignment at larger vocabularies.

Modified Unigram LM achieved the best overall downstream 
performance,  but differences were small and largely not statistically 
significant.

No single tokenizer universally dominated across all tasks and vocabulary 
sizes.

In morphologically rich languages, tokenizer choice matters, but 
vocabulary size and training scale may matter just as much.

Conclusions



Thank you for your attention!


