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Overview

Most medical LLMs lack transparency in their training corpora. We present
SIP-med-llm-8x13B, a domain-adapted LLM for the Japanese medical
field built on a fully transparent, open-source pipeline. We constructed a
79.6B token medical corpus—including clinical guidelines and
textbooks—for continued pre-training. Despite having only 22B active
parameters, our model achieves accuracy on the Japanese National
Medical Examination comparable to 70B-parameter opaque models. This
is the first fully disclosed, from-scratch medical LLM development tailored
to the Japanese healthcare landscape. Figure 1 shows the overview of our
study
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Figure 1: Study overview.

Building Corpora

1. Corpus Selection Policy

To ensure transparency and reproducibility, our 80B-token medical
corpus exclusively utilizes Publicly Accessible Resources:

« Public Assets: Medical textbooks, PubMed abstracts/full texts, clinical
guidelines, and pharmaceutical inserts.

» Excluded: Confidential data (e.g., Electronic Medical Records) to
maintain privacy and open-science standards.

2. Medical Corpus Variants

We developed three distinct sub-corpora to optimize domain adaptation:
En-Dominant, EnJa-Balance, and EnJa-Hybrid. (Figure 2)

We observed meaningful improvement in models trained on this corpus on
medical benchmarks. (Figure 3)
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Figure 2: Language and data type composition of En-Dominant, EnJa-Balance, and EnJa-
Hybrid corpora.
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Figure 3: Performance of base and continued pre-trained models on JMedBench.

3. Large-Scale General Foundation

To maintain general reasoning capabilities, the medical data was
supplemented with:

» 300B Tokens of general-domain data.
» Sources: Crawled Web HTML, PDFs, Dolma, etc. (Bilingual: En & Ja).
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Model training

1. Base Model & Strategy

To ensure end-to-end transparency, we adopted the LLM-jp series as
our base.

* Model Family: LLM-jp (Cross-organizational research initiative).

* Architecture: Mixture-of-Experts (MoE) 8x13B parameters.

» Key Benefit: Open-source base with fully disclosed pre-training data.
2. Technical Specifications

Model Total Parameters Active Parameters
8x13B 73 billion 22 billion
Layers / Heads Hidden size Context Window
40 5120 4096

Evaluation

» Superiority over LLaMA: Outperformed all 70B LLaMA-based models
across all metrics (JMedBench, IgakuQA, etc.).

- lgakuQA Excellence: Achieved the highest Zero-shot performance
among all tested models, including 70B/72B competitors.

» Competitive with Qwen: Slightly trailed Qwen-based models in
JMedBench/Japanese average but maintained highly competitive
scores.

» Efficiency Leader: Achieved these results with only 22B active
parameters—roughly 1/3 the inference cost of 70B models.
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Figure 4: Performance comparison of SIP-med-11m-8x13B with other similar-sized (70B)
open-weight models on Japanese medical benchmarks.

Conclusion

This study presents a fully transparent, open recipe for domain adaptation
of LLMs tailored to the Japanese medical domain, culminating in the
development of SIP-med-11m-8x13B, a mixture-of-experts model with 22B
active parameters. Through incremental corpus expansion, from En-
Dominant to EnJa-Hybrid (79.6B tokens), we demonstrated the efficacy of
incorporating machine-translated texts and local medical resources,
achieving competitive performance on JMedBench and IgakuQA
benchmarks compared to 70B open-weight models.
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