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1. Motivation & Problem 2. CoVUBench Overview

. LVLMs memorize copyrighted visual content (characters, logos, artworks) CoVUBench is the first dedicated benchmark for evaluating copyright unlearning in LVLMs, built on
procedurally generated synthetic data to avoid legal risk while ensuring realistic evaluation.

o Copyright holders invoke 'Right to Be Forgotten' (GDPR) — retraining from scratch is

prohibitive
° No dedicated multimodal unlearning benchmark exists 20 2
o Cross-modal concept erasure is fundamentally harder than text-only unlearning

Unique Domains
Concepts i (Char. & Logo)

3. Dataset Generation Pipeline
@ Persona Blueprint @ Synthetic Images @ VQA Pair Generation

¢ 20 unique synthetic concepts (characters & logos)

. . . * Reference image generated as visual anchor ¢ Single-modal QA: explicit concept name in prompt
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: zt;]g:;zg LSOGemiri?;n:n;rlf) %vi\'z:l;ae Zttti:/IslIJ:’ecsonstraints " e Compositional variation: background, scene, viewpoint " e Multi-modal QA: visual recognition + knowledge linking
« Verified a aizst WIPO t.rademark DB fGoo le Lens reverse e Domain manifestation: 3D figure, t-shirt print, poster, etc. e Templates iterate over all persona blueprint attributes
g g e [dentity-preserving generation via Nano Banana API e Final dataset: 2,420 QA pairs across 20 concepts

search

Question: What is the primary ability of the

“id”: “VLUBCO000”, character named Lumin Ponderguack?

“name”: “Lumin Ponderquack”,
“type”: “character”,

Answer: Certainly. The primary ability for
Lumin Ponderquack is noted as Empathic
Resonance.

",

prlmary ability”: “Empathic Resonance”,

“ conflict faction”: “ The Anamnesis
Thieves”,

“world name

Single-modal QA

" “u

Aevum”,

Question: Provide the conflict faction of the

a“y Ho ”,
visual description”: character that is pictured.

“background”: [“The towering, dusty...”],

“scene”: ["Gently cradling a fragile...”], Answer: For Lumin Ponderquack, the

conflict faction is The Anamnesis Thieves.

Persona Blueprint Multi-modal QA
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Generation of Persona Blueprint Generation of Synthetic Copyright Images Generation of VQAs

/\ Data Filtering: All generated attributes cross-referenced against WIPO trademark DB; all reference images verified via Google Lens reverse image search to prevent IP overlap.

4. Evaluation Metrics (6 Metrics, 2 Perspectives) 5. Unlearning Baselines

Copyright Holder Perspective Model Deployer Perspective GD
Efficacy: Fluency: Maximize loss on Dforget GA + descent on Dretain Minimize KL from orig. model
1-EM(Dforget): keyword recall on forget set ROUGE-L on retain set Dretain' DPO NPO
Generality: Specificity: Prefer refusal over forget answers Treat Dforget as negative pref. data
1-EM(Dtest): robust forgetting on held-out set EM(Dretain'): factual accuracy retained
Divergence: Capability:
Cosine dissimilarity — semantic leakage (0-100) Accuracy on POPE & MMBench benchmarks
6. Main Results — Stage 2 Unlearning (LLaVA-1.5-7B) 7. Key Findings
bold = best per metric | red = worst Fundamental Erasure—Utility Trade-off
m Efficacy Fluency Specificf Capabf GA & KL achieve strong erasure (Efficacy 82/72) but Fluency collapses to ~50. DPO & GD preserve utility but fail at
erasure (Efficacy < 12). No method satisfies both stakeholders.

82.09 86.36 71.02 50.54 93.60 74.51
Critical Modality Gap

All methods show a performance drop from single-modal to multi-modal queries. GA/KL sever textual
associations but fail to disassociate the underlying visual concept.

GD 7.50 10.69 94.46 53.79 98.49 78.16 |
KL 72.09 73.07 75.20 51.56 95.12 74.80 | Catastrophic Over-Forgetting

DPO 11.25 10.15 92.55 72.02 98.48 79.52 As forget rat.lo |r.1crea.sles 5%->20%, GA/KL/NPO reach perfect erasure but Fluency & Specificity collapse to 0.
GD/DPO maintain utility but never erase regardless of ratio.

NPO 42.50 39.23 90.60 60.90 98.07 78.29 Domain-Specific Sensitivity

NPO achieves 24.92%p higher Efficacy on Characters vs. Logos — suppressing complex character 'lore' is easier
than severing atomic visual-name links of logos.

Conclusion & Future Work
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