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Background

Subjectivity is central to many Natural Language
Processing (NLP) tasks, including opinion mining and
sentiment analysis. Datasets often use binary labels
(subjective vs. objective), but humans perceive sub-
jectivity more as a continuum. Prior work has also in-
ferred subjectivity from the source (e.g., reviews vs.
plot summaries), though this is unreliable (Priban and
Steinberger, 2022).

The Estonian language lacked a subjectivity data-
set, motivating the creation of a document level re-
source using a 0-100 continuous scale, where 0 In-
dicates objectivity and 100 subjectivity (Gailit et al.
2025).

Pilot Project

Initial experiment with 40 randomly sampled texts
and 20 journalistic pieces (10 news, 10 opinion), cho-
sen from two outlets: ERR (perceived as objective)
and Uued Uudised (known for opinionated content).

Two annotators scored the texts using a 0-100
scale. They received definitions of subjectivity and
objectivity, an explanation of the continuous scale,
and three example texts. The task was considered in-
tuitive and feasible.

The results aligned with expectations: random
texts varied widely, opinion pieces scored high, ERR
news scored low, and UU news varied.

High inter annotator Pearson correlation (0.86) in-
dicated the feasibility of scaling up.

Dataset

The final dataset consists of 1000 texts from the
2021 Estonian National Corpus (Kallas and Koppel,
2022): 700 randomly sampled and 300 drawn from
the Feeds subcorpus (150 news and 150 opinion
pieces).

Texts range from 100-6000 characters. All texts
were checked for language, readability, and privacy:
personal names, emails, and phone numbers were
pseudonymized.

During inspection, genre categories emerged or-
ganically, and each text was assigned to one of 11
categories: News (150), Opinion Pieces (150), Adver-
tising (331), Social media (130), Web journalism (88),
Informative (46), Instruction (43), Review (14), Legal
(10), Literature (8), Misc (30).

Annotation Process

Three annotators (A1, A2, and A3) annotated the da-
taset during January 2025. The texts were sent in
four batches of 250 texts, randomly ordered. They
used a sliding scale of 0-100 and provided the cer-
tainty in their score: not at all certain, partially cer-
tain, entirely certain.

Comments were allowed but discouraged to avoid
bias toward known cues like adjectives, and the in-
structions emphasized holistic judgment of subjec-
tivity.

Annotation Results

As expected from a subjective task, the annotators
all scored the texts differently (Figure 1).

The inter annotator Pearson correlations were
moderate:

A1-A2 0.570

A1-A3: 0.525

A2-A3: 0.627.
Category level correlations varied widely (Figure 2).

Text length correlated lightly with subjectivity
scores: 0.289-0.36/, depending on the length meas-
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Figure 1: Histogram of the subjectivity scores given by the
three annotators.
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Figure 2: Inter-annotator agreement between categories on
the full dataset of 1000 texts.
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Figure 3: The change in annotators’ scores between the first
and second annotation. No difference: initial difference be-
tween annotators < 3 points; Moderate difference: initial dif-
ference 24-26; High difference: initial difference > 50. A2 is on
the left and A3 is on the right.

ure (characters, words, sentences). Average word
length correlated negatively (-0.514). Length effects
differed by genre: legal texts showed a strong corre-
lation with length, news showed none.

Annotator confidence did not correlate with dis-
agreement, nor did text length correlate with confi-
dence.

Re-annotation

May 2025, A2 and A3 re-annotated a subset of 220
texts with especially high disagreement (one anno-
tation differed from the mean by over 50 points) and
30 control texts: 14 with near zero and 16 with mod-
erate disagreement.

Initial correlations were extremely low (down to
-0.237 between A1 & A3).

Re annotation produced much higher agreement:
0.678.

Annotator’s own first vs second correlation: 0.579
for A2, 0.419 for A3.

Larger initial disagreement showed larger changes
in re annotation (Figure 3).

During an interview, both annotators noted that
the differences in their scores were likely caused by
changes in context, and the previous texts impacted
the score of the text being annotated.

Fourth Annotator

A fourth annotator annotated all 1000 texts under
the same conditions to more reliably aggregate the
subjectivity scores.

Their correlations with A1-A3 ranged from 0.627 to
0.675, while the correlations within the re annotation
subset were at 0.4035-0.420. They also reported the
lowest certainty overall.

LLM Annotation

An initial trial used eight low disagreement texts and
multiple LLMs. GPT 5 (OpenAl 2025) was chosen to
annotate the dataset. The prompt used defined sub-
jectivity and required both a score and a rationale for
choosing this score.

Three independent batches were run to test con-
sistency. Batch to batch correlations were extremely
high (0.978-0.979), but some variation remained: 146
texts differed by over 10 points, 16 differed by over
25 points. Narrative texts showed the largest varia-
tion.

Human-GPT correlations ranged from 0.601 to
0.801.

GPT 5 never used the full scale (maximum score
98).

Two other systematic differences emerged:

1. Quoted speech: unlike humans, GPT 5 treated
subjective statements inside quotes as part of the
author’s voice, raising subjectivity.

2. Colloquial language: humans rated colloquial
style as subjective, while GPT 5 focused more on
content, giving lower scores.

GPT 5 produced plausible scores but is not inter-
changeable with human annotation. It is useful for
automation but limited for linguistic interpretation.

Discussion

Humans can use the continuous scale consistently,
but agreement remains moderate.

Lower agreement in the full dataset compared to
the pilot likely stems from greater text diversity, in-
herent ambiguity, and differing annotators.

Context effects, specifically the order of texts, like-
ly influence human scoring.

Humans rely more on tone, style, and colloquiality,
while GPT5 relies on explicit content. While LLMs can
complement human annotation, they cannot replace
It.

Now available on HuggingFace: https://hugging-
face.co/datasets/tartuNLP/Estonian_Subjectivity
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