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ABSTRACT

Speech datasets for Indian languages remain
fragmented and underutilized, limiting
progress in multilingual speech research. We
present Task-Lens, a cross-task profiling
framework that assesses how existing
datasets can support multiple downstream
speech tasks using their metadata.

We analyze 50 datasets across 26 languages
and 91,000+ hours of audio, evaluating
readiness for nine tasks.

Our findings reveal that many datasets
contain untapped potential for cross-task
reuse, while critical gaps persist in tasks such
as speaker verification, deepfake detection,
and emotion recognition, as well as in several
low-resource languages.

BACKGROUND

e The Global Divide: Over 7000 languages
are spoken worldwide, yet the vast
majority of speech datasets remain
heavily English centric.

e The Indian Context: This disparity is
particularly acute for India's 22 official
languages. These languages remain
critically underrepresented in mainstream
NLP benchmarks and high quality general
purpose corpora are remarkably scarce.

e The Discovery Problem: Researchers
often lack awareness of existing
resources. Furthermore, prior surveys
primarily catalogue Indian speech
datasets for a single intended task and
leave their broader utility completely
unexplored.

e The Cross Task Solution: Systematic
cross task profiling offers a powerful
solution to alleviate this data scarcity.
Evaluating existing resources across
multiple downstream applications helps
maximize the value of available data and
strategically guides future collection
efforts.

RELATED WORK

Cataloging vs Profiling: Previous surveys and
benchmarks primarily focus on cataloging
available datasets. They rarely explore the
cross task utility of existing speech resources
or identify urgent data needs.

The Indian Landscape: Task focused reviews
cover specific areas like Speech Recognition
and Emotion Recognition. These efforts
advance specific techniques but leave cross
task profiling of existing speech datasets as
an open opportunity.

Prior Study Limitations: The closest prior
studies either lack guidance on repurposing
metadata beyond its original intent or treat
speech only incidentally without defining task
readiness criteria.

This study moves beyond simple cataloging.
We perform comprehensive cross task
profiling to highlight repurposing pathways
and motivate targeted data collection for
underrepresented areas.

Task Lens evaluates cross task readiness throug
four distinct stages: dataset discovery, dataset
filtering, feature extraction, and utility mapping.
The framework uses a feature relevance matrix to
align extracted dataset properties with the specific
requirements of nine downstream speech tasks.
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Dataset Discovery and Filtering:

o« We conducted systematic searches across
peer reviewed venues and dataset registries
relevant to Indian speech resources. Our
search strategy combined resource, task, and
language query terms along with citation
snowballing to aggregate potential datasets.

o We applied predefined eligibility criteria
through title and abstract screening followed
by a full text review. Final inclusion required
Indian languages, public documentation,
extractable features, and identifiable
benchmark usage.

Rationale

fi: Audio + Ensures audio fidelity
Sampling Rate and robustness

fa: Transcript Presence Enables text-speech alignment

f3: License Openness Governs accessibility reuse

fa: Language ID Supports multilingual tasks
(Cardinality)

Feature

f5: Multilingual Facilitates code-switching
Speakers research

fe: Speaker ID Essential for speaker-centric
tasks

f7: Synthetic Speech Used for augmentation/detection
fs: Emotional Labels Supports affective computing
fo: Gender Labels Enables fairness/robustness
analyses

Distinguishes read vs.
conversational/scripted,
affecting task transferability

fi0: Speech Style

Feature Extraction:
o We extracted 10 descriptive features for each
filtered dataset using a standardized schema.

Utility Mapping:

« We mapped the extracted features against the
core data requirements of nine representative
speech technology tasks.

e We utilized a task feature relevance matrix to
determine if a dataset is Task Ready for
applications beyond its original intent.

Feature (f;) MO-ASR/ ML-ASR/ LID SV/SID ADD SER MO-TTS ML-TTS GRE

STT STT

f1: Audio + v v v v v v v v v
Sampling Rate

f2: Transcript Presence v v ? ? 7 ? v v ?

fs: License Openness ? ? ? ? ? ? ? ? ?

fa: Language ID ? v v ? ? ? ? v ?
(Cardinality)

f5: Multilingual ? v ? 2 ? ? ? v ?
Speakers

fe: Speaker ID ? ? ? v ? ? ? ? ?

[ Synthetic Speech ? ? ? ? v ? ? ? ?

fs: Emotional Labels ? ? ? ? ? v ? ? ?

fo: Gender Labels ? ? ? ? 7 ? ? ? v

? ? 7 ? 7 ? ? 7 ?

f10: Speech Style

Table: Task—feature relevance matrix for dataset—task screening. Symbols: v = Required, ? =
Optional / Not Required. For each task, entries marked v form the minimal, exhaustive set of

e Which speech tasks does each dataset
currently support?

o What improvements would enhance a
dataset's suitability for additional tasks?

o Which areas of speech research lack
adequate dataset support?

o Which Indian languages offer adequate
coverage per task, and where do
significant resource gaps remain?

RESEARCH QUESTIONS?

required features under standard task definitions.

LIMITATIONS

Scope Constraints: The exploration is strictly

limited to 50 Indian speech datasets, 26
languages, and nine core speech tasks.

Excluded Resources: The framework currently
omits less accessible datasets and emerging
research areas like code switching ASR.

Binary Utility Scoring: The readiness check simply
treats feature presence as binary without
evaluating the actual signal or annotation quality.

UTILITY EXPLORATION

ross-lask Dataset Utility_
For each dataset d and task t, Task-Lens
checks whether all features marked v/
(Required) in the task-feature relevance
matrix are present. A dataset is ‘Task-
Ready’ for a task if it satisfies all
‘Required’ features for a task.

High Reusability: We found that nine
existing datasets already contain enough
hidden metadata to support 7/9 speech
applications we evaluated.
Missing_Links: Datasets fall short of
supporting all tasks simply because they
lack basic speaker identifiers, synthetic
speech markers, or emotion labels.

Task-Wise Data Requirement
We compiled, for each task, a list of
datasets that satisfy it, yielding multiple
Task-Ready datasets per task. We
examined their total speech duration to
assess coverage.
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Figure: Distribution of total dataset duration for each task in hours for direct
comparison. There is an urgent need of datasets for tasks T4 (SV/SID), T5 (ADD),
and T6 (SER).

Well Supported Tasks: Tasks like
Language Identification and Gender
Recognition are rich in resources,
boasting roughly 90000 hrs of audio.
Critical Shortages: Some tasks like
Speaker Verification and Deepfake
Detection have barely 10000 hrs of data,
while Speech Emotion Recognition has a
mere 785 hrs available across all of India.

Linguistic Data Requirement
For each task, we selected all the
TaskReady datasets and identified the
languages present in those datasets,
encompassing a total of 26 languages.
Next, we calculated total audio duration
of each language across these datasets.
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Figure: Total speech duration for each Indian language across all 50 datasets.
Language L8 (Hindi) and L9 (Indian English) have 3,981 and 16,154 hours of data
and were excluded from the figure due to duration; they would have dominated
the visualization and obscured relative differences among datasets. Languages
like L2 (Bengali), L24 (Tamil), and L25 (Telugu) have the highest duration, whereas
languages like L23 (Sindhi), L3 (Bhojpuri), L11 (Kashmiri), and L12 (Konkani) are
virtually absent.

Resource Heavy Languages:
handful of languages
dominate the landscape. Bengali,
Kannada, Malayalam, Marathi, Punjabi,
Sanskrit, Tamil, and Telugu each offer
over 1000 hours of speech data.
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Urgent Collection Needs: We identified a
critical need to gather data for Bhojpuri,
Dogri, Kashmiri, Konkani, Maithili,
Manipuri, Santali, and Sindhi. These
languages currently have less than 500
hours of data across all tasks combined.
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