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Introduction
Low-resource language communities face significant challenges due to data
scarcity and limited computational resources [1]. Despite the growing integra-
tion of LLM-powered services in public and private sectors [2, 3], many minor-
ity languages (Irish included) remain underserved. While linguistic evaluation
benchmarks exist for English [4], Chinese [5], and several European languages
[6, 7], no formal benchmark existed for Celtic languages prior to this work. We
present Irish-BLiMP, the first dataset and framework for fine-grained syntactic
evaluation of LLMs in Irish, covering 1,020 minimal pairs across 11 linguistic
phenomena.

Method
Minimal pairs were constructed by consulting Irish grammar references [8, 9, 10]
and manually created by three fluent Irish speakers, with no LLMs used in gen-
eration. Each pair was reviewed by at least two additional fluent speakers. The
final dataset spans 102 paradigms across 11 linguistic feature types. Evaluation
follows a multiple-choice paradigm in which models select the grammatically ac-
ceptable sentence from each pair. We evaluate under three prompting strategies
(zero-shot, few-shot, and grammar-book context) across 8 LLMs and a human
baseline of 3 fluent Irish speakers (3,060 annotations total).
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Figure: Data creation pipeline.

Results

Figure: Zero-shot accuracy (%) by model and category.

Figure: Accuracy by model and prompting strategy.
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[8] Stenson, 2019 [9] Ó hAnluain, 1999 [10] An
Caighdeán Oifigiúil, 2017


